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Abstract
This paper presents a solution that allows
government officials to specify the data
administration and operational policies of their
departments at a higher level in terms of
business objects and their attributes. A domain
expert defines the mapping between the objects
and the underlying databases of the e-
governance application. The policy maker need
not have any knowledge about the database
schema or about database administration. The
policies are automatically deployed and
executed at the correct time by the PDDA
(Policy Driven Database Administration)
engine. Reduced reliance on an external
Database Administrator (DBA) leads to lower
costs and increased confidentiality of the
government’s operations. We, at the IBM India
Research Laboratory, have designed and
implemented a prototype business object based
policy definition and automatic policy execution
system. This paper describes the various
features of our system and exemplifies the ease
with which a policy can be defined and
deployed. The paper further explains the
functioning and architecture of the system.
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1 Introduction
The scope of e-Governance is expanding

rapidly in all countries of the world today
(Mellor, Parr & Hood, 2001) (COMNET-IT,
2002). The number of e-governance
applications has mushroomed in all areas of
government – be it in the area of tax collection
or in managing the country’s railways. High-
ranking government officials define the policies
that govern the operation of these applications.

For example, the Secretary of the Ministry of
Railways can define a policy like: “The
reservations made for a particular train should
be archived a week after the journey is
completed.” The question arises about how
these polices can be easily and efficiently
specified by the policy maker. Should the policy
maker, often a high-ranking government official,
be an expert at database administration? Should
he be well versed with the intricacies of the
underlying database schema for the e-
governance application? 

Huge and distributed repositories form the
core of most e-government applications. The
efficient management of the vast amounts of
data available with a government organization is
of utmost importance. The most common
practice is to hire Database Administrators
(DBAs). But there is a dearth of skilled DBAs,
especially in the developing countries. The
DBAs often account for a very large percentage
of the total database operation costs of the
organization (Aberdeen Group, 2003). Further
more, the confidentially of an organization’s
policies are compromised if they are to be
revealed to an external DBA for implementation.

In this paper, we present an efficient and
easy-to-use system, which enables the policy
makers to directly define and deploy the data
administration and operational policies of their
organizations, all by themselves. The Graphical
User Interface (GUI) of our system eliminates
the need for the policy maker to have any
knowledge about database administration. There
is no need even for information about the
underlying database schema used by the e-
governance application. The policy maker
specifies policies in terms of business objects
and their attributes only. These policies are
automatically deployed and executed at the
appropriate times by the PDDA Execution
Engine.



The rest of the paper is organized as
follows. The features and advantages of our
system are described in Section 2. Section 3
explains the concept of business objects and the
mapping between business objects and a
relational database domain. In section 4, we
give a step-by-step description of how policies
are defined at the business object level. Section
5 gives the architecture of our policy definition
and execution system. Conclusions and
directions for further research are presented in
section 6.

2 Features of our system
The system described in this paper offers an

efficient and easy to use method to define the
data administration and operational policies of
government organizations. The features of our
system are described in detail in this section.

2.1 Policy Specification at a Higher
Level

The higher-level officials of the
organization usually define the policies,
governing an organization’s operations. These
officials are usually not IT experts and are thus
not familiar with the task of database
administration. They are aware of only the real-
world objects within their domain of work. The
data associated with an e-governance application
is typically stored in large information
repositories, which are often located at widely
separated geographical locations. Related pieces
of information might be stored across multiple
sites, with complicated methods of access. This
makes the task of the policy maker even more
daunting.

Our system allows the policy maker to
define policies at a higher level – in terms of real
world objects they are familiar with. For
example, the Secretary of the Ministry of
Railways can formulate the data administration
and operational policies of the Ministry in terms
of the real-world objects like TRAINS,
RAILWAY STATIONS and RAILWAY
EMPLOYEES, rather than dealing with
relational database tables named TRN,
TRN_DAT, STN_DAT and REMP! In our
system, the policy maker need not have any
knowledge about the underlying databases used
to power the e-governance applications. In the
rest of the paper, we will refer to the real world

objects as “business objects”. The concept of
business objects is examined in more detail in
Section 3. Details about how policies are
defined in terms of business objects are given in
Section 4.

2.2 Lesser Errors in Policy
Deployment

The higher-level management of the
government organization is responsible for
formulating the organization’s operational and
data administration policies. The work of
implementation and deployment of these polices
are delegated to the IT experts and the Database
Administrators (DBAs). These people, who are
responsible for implementation, may not fully
comprehend the meaning of the policies. As a
result, errors and inconsistencies creep into the
policy implementations. Our system alleviates
this problem by allowing the policy makers
themselves to easily define and deploy the
policies. There is no intermediate person
involved, thus reducing the number of errors in
policy implementation.

2.3
2.4 Maintaining Confidentiality

The data administration and operational
policies of a government organization are often
to be kept confidential. Revealing the policies to
a DBA for the purpose of implementation
compromises the confidentiality of the policies.
Our system maintains the secrecy of policies by
providing an extremely easy-to-use interface for
the higher-level officials to directly define the
policies, without the help of an external IT
expert or DBA. Policy execution is also
automated by the PDDA Policy Execution
Engine.

2.5 Reduction in Operational Costs
The total cost of operation is of great

concern to any government organization. The
effectiveness of an e-governance application will
be curtailed if the costs involved are very high.
The Aberdeen Group reports that system
administration can account for as much as 75%
of the overall cost of database administration
and 82% of the total cost of Enterprise Resource
Planning (ERP). The use of our system reduces
the dependency of the organization on the
DBAs. The organization may now employ a



lesser number of DBAs, thus cutting costs to a
large extent.

2.6 Efficient Automatic Policy
Execution

Consider the following operational policy of
the Ministry of Railways:
“Everyday at midnight, backup the data about
all passenger reservations made during the day
at the Master Backup facility in New Delhi.”

Manually executing this policy every day at
midnight is a tedious job for any person. It is
even possible that the job is forgotten to be
executed or that it is executed with incorrect
parameters. Our system eliminates these
possibilities by automating the entire policy
execution process. Once the policies are defined
and deployed, the PDDA Engine (Batra,
Bhattacharya, Chauhan, Gupta, Mohania &
Sharma, 2002) will automatically trigger the
policy actions at exactly the required instants.
More details about the Execution Engine are
given in Section 5.

2.7 Extensibility to Different
Domains

Today, e-governance applications are
widespread in all areas of governance. The
domains catered to by these applications vary
greatly. For example, some e-governance
applications manage the operations of the
Railways, while others help in the functioning of
the Income Tax Department. At a low level,
each of the domains is associated with its own
set of idiosyncrasies and complexities.  

The application of our system is not limited
to only one domain or department. It can be
extended to any domain of operation by defining
the appropriate XML mapping files (See section
3 for more information on the mapping). Thus
railway officials can define policies in terms of
TRAINS and RAILWAY STATIONS while the
income tax department officials can formulate
policies using business objects like CITIZEN,
COMPANY, etc.

2.8 Policy Lifespan
The policies of a government organization

are often associated with a lifespan, outside
which they are not active. For example, the

taxation rules of the Income Tax Department are
valid only till the next budget. A policy, which
gives concessions in the railway fares during a
festival season, is another example of a policy
with a lifespan. Our system allows the policy
maker to associate a lifespan with a policy by
specifying the starting and ending times of the
period during which the policy is to be active.
 
2.9 Policies Associated with a

Context
While defining policies, it is very natural for

the policy maker to specify that the policy
should be executed only in a particular context.
For example, an archival process may have to be
executed only on the next holiday. Our system
supports such policies by associating various
contexts with the policies. It has a predefined
set of contexts like WEEKEND, AFTER
OFFICE HOURS, HOLIDAYS etc. The policy
maker is also allowed to define a new custom
context. This enables the policy maker to
incorporate the organizational calendar during
policy specification.

2.10 The Policy Repository
Government organizations need to keep

track of all its operational and data
administration policies. As described in Section
2.7, all the defined policies of the organization
may not be active at all times. Our system
supports a Policy Repository in which all the
defined policies of the organization – deployed
or inactive – are stored. A policy can be loaded
from the repository, modified and then
redeployed with ease. This feature is essential
as the organization’s policies are not static. The
system also allows a policy maker with
sufficient privileges, to revoke a currently
deployed policy when it is no longer relevant to
the organization. The revoked policy continues
to remain in the policy repository from where it
can be redeployed or permanently deleted on
further orders.

2.11 User Privilege Levels
Not every person in an organization is

allowed to define policies. Even within an
organization, different people have control over
only limited areas of work. Our system
maintains a privilege level for each registered
policy maker. Only those policy makers with



the required privilege level are allowed by the
system to define, modify or revoke policies.
Furthermore, the business objects, which are
visible in the GUI for policy definition, also
depend on his privilege level. Access to the
system is controlled using passwords.

2.12 Accountability through Activity
Logging

Accountability in a government
organization is of great importance. Meta
information about the policies defined in the
organization has to be maintained. This is
achieved by the Logging Module of our system.
The system adds a time stamped log record to
the log database, each time a policy is created,
modified, deployed, revoked or deleted by any
policy maker. This log database maintains a
complete record of the activities of all the policy
makers.

2.13 Detecting Policy Conflicts
A single person does not formulate all the

policies of an organization. Many persons, at
different levels of the organization, are involved
in defining the operational and administrative
policies of the organization. The policies are not
defined at the same instant of time either. As
mentioned in Section 2.9, policies can remain
inactive in the Policy Repository till they are
deployed. The deployed polices can also be
modified. All these factors lead to a high
probability of two policies of the organization
conflicting with each other. 

Our system tries to detect conflicts between
any two policies as soon as they occur. It
prevents two conflicting policies from being
deployed at the same time. Depending on his
privilege level, the policy maker can choose to
override or modify the policies created by policy
makers with a lower priority.

2.14 Deferring Policy Execution
Consider the policy:

“After a railway ticket is cancelled, if the refund
is not claimed within 15 days, cancel the
refund.”

This policy calls for the deferred evaluation
of the condition after the event occurs. Our
system allows the policy maker to specify that
the condition evaluation should be deferred by a
particular amount of time or by a specific

context. The system also allows the execution
of the policy action to be deferred in a similar
way.

3 Business Objects and Databases
In this section, we explain the concept of

business objects and how they are mapped to the
relational database domain. Today, relational
databases are the most popular means of mass
data storage. In a database, related pieces of
information may be spread across multiple tables
as well as multiple databases. For example, the
personal information about a railway employee
may be stored in a table called REMP, while the
details of his salary are stored in the RSAL table.
The tables of the relational database very often
have names that do not give any idea about the
information stored within them. The same
cryptic naming scheme applies to the columns as
well. It is extremely difficult for a person, not
well versed with the database schema, to define
policies directly at the database level. Thus, we
use the concept of business objects to abstract
out the lower level database details.

Business objects model real-world entities.
A business object encapsulates related data into
a single unit. The concept of a business object is
very similar to that of an object in Object
Oriented Programming (OOP) (Budd, 2001).
The data associated with a business object is
captured through the attributes of the business
object. In addition to data, a business object has
different behaviors. These are represented as the
methods of the business object. For example, a
TRAIN business object has an attribute called
TRAIN NUMBER and a behavior called
STARTS JOURNEY.

Business objects are very good aids to
visualize the real-world data. They are much
easier to work with than the tables of a relational
database. The use of business objects raises the
issue of data persistence. Every organization
requires its data to be stored permanently. In the
area of mass data storage, relational databases
have proven to be very effective. A good
solution to make a business object persist is to
store it in a relational database. This calls for a
mapping between the attributes and methods of
the business object to the relational database
domain. The role of a domain expert in defining
this mapping is described in Section 3.3. We



now explain the mapping schema used by our
system.

3.1 Mapping Attributes
All information associated with a business

object is captured through its attributes. For
example, the business object TRAIN has the
following attributes: TRAIN NUMBER, TRAIN
NAME, TRAIN TYPE, SOURCE STATION,
DESTINATION STATION etc. In our system,
the attributes of a business object are classified
into the following three types:

1. Simple Attributes: Simple attributes of a
business object are those that map directly
to a single column of some table in a
particular relational database. For example,
the TRAIN NUMBER attribute of the
business object TRAIN maps to the column
TNUM in the table TRN in the RAILWAY
database.

2. Composite Attributes: A composite
attribute of a business object maps to
multiple columns. These mapped columns
might be in multiple tables and databases.
For example, the NAME attribute of the
business object RAILWAY EMPLOYEE
maps to the three columns FNAME,
MNAME and FNAME in the REMP table
of the RAILWAY database. In the case of
composite attributes, two formatting
functions are to be specified, which convert
the value of the object attribute into the
required number of fields for storage in the
relational table and vice versa.

3. Aggregate Attributes: An aggregate
attribute of a business object takes the value
of some aggregating function applied on a
relational table. The aggregating function
used can be any of the functions supported
by the database – SUM, AVERAGE,
COUNT, MAX or MIN. TOTAL
NUMBER OF RESERVATIONS of the
business object TRAIN JOURNEY is an
example of an aggregate attribute. This
aggregate attribute maps to the result of a
COUNT operation on those tuples of the
RESV table that are associated with the
particular train journey.  

Figure 1 illustrates the mapping of the three
different types of attributes.

Figure 1 Mapping business object attributes to
relational database tables. The Σ on the column,
to which the aggregate attribute maps, represents
an aggregating operation performed on the
column.

3.2 Mapping Methods
The methods associated with a business object
define its behavior. A method does not always
refer to an action related to the business object.
We have classified the methods of a business
object into the following three categories:

1. Event Methods: An event method refers to
some particular incident associated with the
business object. Event methods are of two
kinds:
• Database Event Methods
• External Event Methods

A database event method of a business
object maps on to some operation performed
on a particular database. This means that
the event is said to have occurred when the
specified operation takes place on the
database. For example, the event method
RETIRES of the RAILWAY EMPLOYEE
business object is mapped to a DELETE
operation on the table REMP.  

External event methods are those that
refer to incidents occurring external to the
application’s databases. For example, the
business object TRAIN has the external
event method called LEAVES STATION.  

In addition to database events and
external events, policies can also be
triggered at some particular instants of time.
This is referred to as a Temporal Event. A
temporal event can even specify that a



policy should be executed repeatedly at
regular intervals of time. However, we do
not include temporal events as event
methods of a business object. Instead, these
temporal events are explicitly defined by the
policy maker, in the policy definition GUI. 

2. Condition Methods: A condition method
of an object describes a predefined
condition on the business object. This
method is mapped on to boolean
expressions, with relational database
columns and user defined constants as the
operands. Some condition methods have
inbuilt blanks which are to be filled in by
the policy maker in order to customize the
predefined condition. The method IS
EXPRESS is a simple example of a
condition method of the business object
TRAIN. This condition maps onto the
boolean expression of the form:
TRN.TYPE=’EXPRESS’ OR
TRN.TYPE=’RAJDHANI’. Condition
methods help the policy maker to quickly
define policies without having to write
complicated boolean expressions involving
relational database columns. He just has to
select the appropriate condition methods
and fill in the blanks (if any).

3. Action Methods: Action methods
represent the actions that can be performed
on a business object or by the business
object. In contrast with event methods,
action methods imply the execution of some
action – for example, archive some data or
notify someone. It does not refer to the
occurrence of some action, but rather
implies that an action be performed. For
example, ARCHIVE is an action method of
the business object RAILWAY
EMPLOYEE. This method implies that the
data about the RAILWAY EMPLOYEE is
to be archived at some location. Action
methods are also associated with a set of
parameters that are to be filled in by the
policy maker.  

Figure 2 explains how the attributes and
methods of a business object map to a relational
database domain. However, it must be
understood that not all the methods of a business

object map to relational databases. For example,
some event methods may refer to external
incidents.

Figure 2 Mapping the attributes and methods of
a business object into a relational database
domain

3.3 Role of the Domain Expert
Different e-governance applications deal

with different domains and business objects. For
example, in a railway application, TRAIN will
be a commonly used business object; whereas in
an e-commerce application, the CUSTOMER
business object is frequently used. In most e-
governance applications, we find that the
underlying database schema is already defined
and in operation. The issue at hand is to define
business objects relevant to the domain from the
underlying database schema and to construct the
mapping from the objects to the database. This
task cannot be done automatically as each
application domain has its own set of
idiosyncrasies. The services of a domain expert
are required here.

The first task of the domain expert is to
draw up a list of business objects relevant to the
particular domain under consideration. The next
task is to enlist the different attributes and
methods of each business object. These
attributes and methods are then appropriately
mapped to the relational database and the
various types of events as described in Sections
3.1 and 3.2.



3.4 The XML Mapping Schema
An XML Document Type Definition (DTD)

was defined to capture the mapping described in
the previous section. XML was chosen because
of its simplicity and portability. The DTD
defines tags to capture all the different types of
methods and attributes defined above. The
domain expert creates the mapping file either by
manually typing out the XML or by using a
special domain definition interface.

4 Policies at the Business object
level

The concept of business objects was
explained in section 3. In this section, the policy
definition process in terms of business objects is
described. Each step of the process is explained
in detail. The ease of use of our system is
illustrated through the definition of a sample
policy.

Every policy can be considered to have the
following three parts (Chakravarthy,
Krishnaprasad, Tamizuddin & Badani, 1995)
(Chakravarthy, Le & Dasari, 1999):

1. When should the policy be executed?
2. What are the conditions to be satisfied

if the policy is to be executed?
3. What action is to be carried out as part

of the policy execution?

Our system allows the policy maker to
define the complete policy solely in terms of
business objects, relevant to the domain of
interest. He need not have any knowledge about
database administration practices; nor does he
require understanding the complex database
schema underlying the applications. In the
following section, we describe the steps
followed to define a policy in our system
through a sample policy. Figure 3 shows the
Graphical User Interface corresponding to one of
the steps in the policy definition process.

4.1 Sample Policy
Let us consider a sample policy from a

RAILWAYS domain. The steps used to define
the following policy are given in this section.

“When a development project is completed,
archive all the tender information associated
with that project, at the Railway Project Office
in New Delhi.”

Step 1: Enter the name of the policy: “project-
completion-archival”. Enter a short description
of the policy. This policy is to be active forever;
hence do not specify any lifespan.
Step 2: Choose the business object
DEVELOPMENT PROJECT from the drop
down list. Now choose the COMPLETED event
method from the list of event methods associated
with the DEVELOPMENT PROJECT.
Step 3: There is no condition associated with
this policy. It is to be executed whenever the
COMPLETED incident of the
DEVELOPMENT PROJECT occurs. Choose
“No Condition” at this step.
Step 4: Choose the business object
DEVELOPMENT PROJECT and then select the
ARCHIVE action method. Set the parameters of
the archival: Archival Location = “Railway
Project Office, New Delhi”, Details to be
archived: TENDER . Press the “Deploy Policy”
button to complete the policy definition process.

 
Thus, we see how easy it is to define a

policy in terms of business objects with our
system.
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6 System Architecture
In this section, we describe the architecture of

the business object based policy definition and
deployment system we have developed. The
architecture is shown in Figure 4. Here, we consider
the policy definition phase and the policy execution
phase separately. First, we explain how our
architecture supports the definition of policies at the
business object level.  
 
6.1 Policy Definition

The policy maker defines the policies at the
business object level using the Graphical User
Interface (GUI) provided by the system (refer Figure
4). The business objects from the domain of
interest are loaded from the XML mapping file,
which was previously defined by the domain expert.
The Authentication and Authorization Manager
controls the access to the GUI and also filters the
business objects available to the user for policy
definition, on the basis of his privilege level.    

The policies defined using the GUI are passed
on to the Policy Translator. This module uses the
XML mapping information and converts the business
object level policy into the PDDA XML format,
which is understood by the Policy Execution Engine.
In the PDDA XML format, the policies are explicitly
defined in terms of the relational database tables and
events, i.e. it is no more at a business object level.
The policy in PDDA XML format is then passed on
to the Policy Validator module, which checks for
errors and inconsistencies in the policy, and for
conflicts with existing policies. This module is a
critical first level filter for controlling policy
conflicts and is missing in other rule-based systems
like Sentinel (Chakravarthy, Krishnaprasad,
Tamizuddin & Badani, 1995), SAMOS (Gatziu,
Geppert, & Dittrich, 1991) etc. If free from errors
and conflicts, the policy is next sent to the Policy
Deployer. In addition to storing the new policy in
the Policy Repository, depending on the type of
event that fires the policy, the Deployer does one of
the following actions:
• If Policy.EventType = “Database”

Create a trigger (Widom, 1996) on the
appropriate database

• If Policy.EventType = “Temporal”
Create appropriate alarms in the Temporal
Daemon

• If Policy.EventType = “External”

Register external event with the External
Event Handling Broker

The policy definition phase is complete once the
policy is stored in the Policy Repository and the
appropriate alarms and triggers are created. In the
next section, we explain the policy execution
architecture.
6.2
6.3 Policy Execution

The policy execution process is started whenever
a trigger or an alarm created by the Policy Deployer,
fires. In this section, we describe how the policy
execution takes place in our system. The right half
of Figure 6 illustrates the policy execution
architecture.

Whenever a temporal alarm goes off, the
Temporal Daemon detects it and notifies the name of
the policy, which created the alarm, to the Policy
Execution Engine. Similarly, it is the responsibility
of the External Event Handling Broker to notify the
Policy Execution Engine about the occurrence of
external events. The firing of database triggers is
notified to the Execution Engine by the database
system through a messaging protocol.  

On receiving the notification about the triggering
of a policy, the Policy Execution Engine retrieves the
policy definition from the Policy Repository. The
Condition Analyzer sub module checks if the
conditions that govern the policy execution are
satisfied. Database conditions are verified by
directly querying the database. For external
conditions, the Condition Analyzer sends out a query
to the external system and gets a reply from the
system, confirming or denying the satisfaction of the
condition.

If the condition of the policy execution is
satisfied, the Action Implementer sub module of the
Policy Execution Engine is invoked. This
component is responsible for carrying out the action
required by the policy. The Action Implementer
consists of many plug-ins, each of which specializes
in a different action. For example, plug-ins are
defined for data archival, email notification, data
backup, data restoration, access control, data
modification etc. More plug-ins, which implement
newer actions, can be easily plugged into the system
to enhance its functionality. After the appropriate
plug-in performs its duty, the action taken is
recorded as a time-stamped entry in the Policy Log
which is a part of the Policy Repository.



This completes the process of policy execution.
The Policy Execution Engine now waits for the next
event notification.

7 Conclusions and Further Work
This paper presented a policy definition system

that allows a policy maker to define the operational
and data administration polices of a government
organization in terms of business objects. The policy
maker, often a high level official of the government,
need not have any knowledge about the complex
database schema underlying the e-governance
application; nor does he require any database
administration skills. The system presented here will
be a very useful aid in administering e-governance
applications. The use of the system eliminates the
need of external database administrators in most
areas of database administration. This leads to
increased confidentiality and lower operating costs
for the organization.

Future work in this field will be aimed at further
simplifying the policy definition interface for the
policy maker. Enhanced support for creating the
object to relational database mapping is to be
provided to the domain expert. The ultimate
objective is to have a natural language interface
through which the policy makers can define the
policies in their mother tongue.
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